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Abstract— We consider a scenario where a team of robots
with heterogeneous sensors must track a set of targets or
hazards which may induce sensory failures on the robots. In
particular, the likelihood of failures depends on the proximity
between the targets and the robots. We propose a control
framework that explicitly addresses the competing objectives of
tracking quality maximization and sensor preservation (which
impacts the future quality of the generated target estimates).
Our framework consists of a risk-aware component—which
accounts for the risk of suffering sensor failures, and an
adaptive component—which balances the aforementioned com-
peting objectives while accounting for failures that have already
occurred. Based on a measure of the observability of the
tracking process, our framework can generate aggressive as well
as safer robot configurations to track the targets. Crucially, the
heterogeneous sensing capabilities of the robots are explicitly
considered at each step, allowing for a more expressive risk
vs. tracking quality trade-off. Real robot experiments with
induced sensor failures demonstrate the efficacy of the proposed
approach.

I. INTRODUCTION

Operating in disruptive environments is a fundamental
requirement for achieving real-world autonomy in multi-
robot systems. Consequently, a significant amount of re-
search effort has been dedicated towards the design of
multi-robot coordination algorithms which account for the
presence of disturbances, e.g., [1], [2]. Broadly speaking,
these approaches consist of two possible aspects: a risk-
aware piece which generates solutions based on a model of
the disturbance (typically interpreted as robustness) [3], or
an adaptive piece which modifies the underlying control al-
gorithm to continue task execution in spite of the disruptions
affecting the system (a subset of such behaviors are referred
to as resilience) [4]. The importance of both of these aspects
depends on the mission objectives and can change during
operations—while the latter prioritizes task performance, the
former generates potentially conservative solutions to prevent
future disruptions.
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Fig. 1. A team of three aerial robots (marked by cyan ellipses) equipped
with heterogeneous sensors tracks a ground robot target shown by the red
ellipse (representing an adversary or an environmental hazard). The target
is moving and can induce failures in the sensors of the robots based on the
proximity between them. Therefore, the robots must position themselves
close to the targets to generate accurate estimates, but must simultaneously
account for the risk of failures.

These considerations are highly relevant in the context
of heterogeneous multi-robot teams, where the different
capabilities of the robots can be leveraged to magnify the
efficacy of the robot team [5]. For example, if only a single
robot in the multi-robot team carries an essential sensor
required for the success of the task, this robot should take
less risky actions compared to other robots which carry non-
essential sensors. The central question then is: How should
one systematically balance the objectives of risk-awareness
and performance-maximization in heterogeneous multi-robot
teams?

In the context of a target tracking application, this paper
presents a framework which synthesizes adaptive and risk-
aware poses for a team of robots equipped with heteroge-
neous sensing capabilities. We consider a team of robots
tracking mobile adversarial targets in a failure-prone and
harsh environment. Here “target” can refer to an adversarial
agent [6] or hazardous environmental elements such as
fires or nuclear hazards [7]. The robots are equipped with
different types of sensors and are tasked with estimating the
states of the targets. Each type of sensor measures different
projections of the target states e.g., [8]. In addition to the
sensors being noisy, the targets are moving and can induce
failures in the sensors of the robots based on the proximity
between them. In such a scenario, the robots must not only
position themselves in order to achieve a trade-off between
risk and tracking quality, they must also suitably adapt to
failures that have rendered certain sensors dysfunctional.

Towards this end, we formulate an optimization problem



whose solutions drive the team of robots to track the targets
in a risk-aware manner. We present a novel mechanism to
encode risk-awareness in a multi-robot system equipped with
heterogeneous sensors. This involves composing a safety-
aware observability Gramian (SOG) matrix, which weighs
the quality of future observations made by the multi-robot
team with the risk of failures associated with making those
observations. By encoding the robots’ heterogeneous sensors
within the SOG, our framework positions robots based on
the risk-weighted contribution of their sensors to the overall
tracking performance. Illustrative examples as well as real
robot experiments demonstrate the salient features of this
framework.

Leveraging concepts from structural and dynamic ob-
servability theory [9], our framework automatically trades
between the objectives of risk-awareness and tracking per-
formance maximization by considering the sensing margin—
defined as the relative observability of the target tracking sys-
tem when compared to a failure-free scenario. As illustrated
in Fig. 2, this enables our algorithm to prioritize tracking
quality when the sensing margin is large and switch to non-
risky behaviors as the sensing margin of the team decreases.

Fig. 2. The framework proposed in this paper enables a systematic trade-
off between tracking quality and the overall risk (of sensing failures) taken
by the target tracking robots.

It should be noted at this point that the developed frame-
work is centralized and does not computationally scale
particularly well for large teams of robots. However, these
limitations should be understood in light of the ultimate
ambition of this paper, which is to illustrate how hetero-
geneity in the robot team can be explicitly leveraged to
enhance risk-aware and adaptive behaviors in multi-robot
teams. Furthermore, the developed framework can be utilized
in the pre-mission planning stage to evaluate the efficacy
of various sensor configurations towards accomplishing the
mission objectives.

II. LITERATURE REVIEW

Safety-aware target tracking typically requires modeling
the uncertain target dynamics, designing an uncertainty-
regulating control algorithm, and fusing it with a risk-
aware control piece, e.g., [10], [11]. For instance, [12], [13]
develop wildfire tracking algorithms for multi-robot teams,
which leverage specialized estimation algorithms to model
the state of fires and firefighters. In these works, artificial
potential fields are leveraged as the primary safety-aware
control piece, applying a force on the robots if they get too
close to danger. Safety barrier certificates provide another
mechanism to achieve similar safety behaviors [14]. [7]
considers a multi-robot mapping scenario in the presence
of hazards, and uses a mutual information approach to

achieve a trade-off between sensor preservation and taking
quality measurements. In this paper, we assume that the risk-
fields associated with the target tracking process are known.
Our main focus is exploiting heterogeneity in the available
sensors to actively trade off potential risk with tracking
performance, as summarized in Fig. 2.

Given the complexity of balancing performance and safety
objectives especially in complex environments, data-driven
approaches to coverage and tracking have been designed,
e.g., [15], [16]. In particular, [17] designs a reinforcement
learning algorithm for tracking an evolving wildfire using a
team of robots. Here, the robots are tasked with strategically
applying fire retardant in order to contain the fire. Typical
concerns with such approaches revolve around generalizabil-
ity to new scenarios and the difficulties in reward shaping,
as well as generating tuned and interpretable results.

As disruptions are inevitable during the long duration oper-
ations of robot teams, mechanisms to maintain performance
despite failures have been developed e.g., [18], [19], [20]. In
the context of target tracking, [19] develops a mechanism to
reconfigure the communication network of the robot team in
order to compensate for resource failures.

III. PROBLEM SETUP

This section formally introduces the heterogeneous sens-
ing model of the multi-robot team and sets up the risk-aware
target tracking problem. We also introduce the target-induced
sensor failure models, which will be used in Section IV to
imbue risk-awareness into the proposed controller.

A. Notation

In this paper capital letters are used to represent ma-
trices and small letters indicate either scalars or vectors.
Additionally, bold letters are used to represent vectors or
matrices. For any positive integer z ∈ Z+, [z] denotes the
set {1, 2, · · · , z}. ‖ · ‖p denotes the p-norm and the induced
p-norm for vectors and matrices, respectively (subscripts
are dropped for the 2-norm). 1m1 and 1m1×m2 denote a
vector and matrix of ones, respectively. Im denotes the
identity matrix of size m × m. The operator | · | denotes
either the length of a vector or the cardinality of a set.
Given a vector v, Diag(v) represents a diagonal matrix with
elements of v along its diagonal. Also, Tr(M) results in the
trace of M. Given a set of matrices {M1,M2, . . . ,Mn},
[M1,M2, . . . ,Mn] and [M1;M2; . . . ,Mn] represent the
matrices obtained through horizontal and vertical concatena-
tion of the given matrices, respectively. Furthermore, M1 ⊕
M2⊕ . . .⊕Mn yields a block diagonal matrix of constituent
matrices and M1 ⊗M2 denotes the Kronecker product.

B. Problem Formulation

Consider N robots equipped with a set of heterogeneous
sensors, whose configurations and noise models are de-
scribed in Section III-C and III-D. Additionally, consider M
targets whose dynamics are described in Section III-D and
which induce sensing failures on the robots according to the
risk fields specified in Section III-E.



At each point in time t = 1, 2, . . . , T , we are interested in
computing desired goal states for the robots which meet the
following objectives:

1) the robots generate estimates of the targets’ positions
with a tracking error lower than a given threshold;

2) the risk of taking these measurements is upper bounded
by a given threshold;

3) the first two objectives are achieved while accounting
for the heterogeneity in the sensing capabilities of the
robots as well as sensing failures which have already
occurred.

C. Robot Team Model

Consider a team of N robots engaged in the target tracking
task, indexed by the setR := [N ]. Let xi,t ∈ X ⊆ Rp denote
the state of robot i at discrete time t, and ui,t ∈ U ⊆ Rq
denote its control input, which steers the state according to
the following control-affine dynamics:

xi,t = f(xi,t−1) + g(xi,t−1)ui,t−1, t = 1, 2, . . . (1)

where f : Rp → Rp and g : Rp → Rp×q are continuously
differentiable vector fields. For simplicity of analysis, we
assume that the robots are perfectly localized and we do not
explicitly model any process noise in the dynamics of the
robots. However, the developed framework can be extended
to account for such a scenario.

The robots are equipped with a set of heterogeneous
sensors for tracking targets in the environment. Let U denote
the number of distinct types of sensors available within the
team. Let Γt ∈ {0, 1}U×N denote the sensor matrix which
describes the distribution of sensors over the robot team at
time t:

Γsi,t =

{
1, if robot i has sensor s at time t,
0, otherwise.

(2)

Note that target-induced sensor failures might modify the
sensor matrix, hence it’s explicit time dependence.

D. Target Tracking

The robots are tasked with tracking a set of M targets in
the environment, which are indexed by the set T := [M ].
Let zj,t ∈ X ⊆ Rp denote the state of target j ∈ T at
time t, whose motion in the environment is described by
the linear dynamics: zj,t = Ajzj,t−1 + Bju

z
j,t−1 + wz

j,t−1,
where Aj ∈ Rp×p and Bj ∈ Rp×q are the process and
control matrices, wz

j,t ∈ Rp is the zero-mean independent
Gaussian noise with a covariance matrix Qj ∈ Rp×p, and
uzj,t ∈ U ⊆ Rq is the control input of target j ∈ T at time t.
Stacking the target states and target control inputs into the
vectors zt and uzt , respectively, we get:

zt = Azt−1 + Buzt−1 + wz
t−1, (3)

where A , A1 ⊕ . . . ⊕ AM , B , B1 ⊕ . . . ⊕ BM , and
wz
t , [wz

1,t; . . . ;w
z
M,t]. As described before, we let wz

t ∼
N (0,Q),Q , Q1 ⊕Q2 ⊕ . . .⊕QN .

Within our framework, every robot i makes an observation
of every target j according to the following linear observation
model:

yij,t = Hij,tzj,t + νij,t, i ∈ R, j ∈ T , (4)

where yij,t is the measurement, νij,t is the measurement
noise, and Hij,t is the measurement matrix corresponding to
robot i’s measurements of target j and will depend on the
sensor suite available to robot i at time t.

Let γi,t = [s ∈ [U ] | Γsi,t = 1] denote the vector con-
taining the ordered row indices of the sensor matrix (2)
corresponding to robot i. In this paper, we associate a
one-dimensional output matrix corresponding to each sensor
available in the team, denoted by the set S := {h1, . . . ,hU}.
Consequently, the measurement matrix for robot i associated
with the process of taking measurements about the state of
target j at time t can be constructed simply using the set S
and γi,t,

Hij,t = [hγi,t(1)
; . . . ;hγi,t(|γi,t|)]. (5)

We model the measurement noise νij,t ∼ N (0,Rij,t) to
be zero-mean, independent, and Gaussian whose covariance
Rij,t is distance dependent, and exponentially increases with
the distance between the robots and the targets,

R−1ij,t = Diag([R−1ij1,t, R
−1
ij2,t, . . . , R

−1
ij|γi,t|,t

]) (6)

with

R−1ijs,t = ws exp (−λs‖xi,t − zj,t‖), ∀s ∈ [|γi,t|], (7)

where λs and ws determine the noise characteristics of
each sensor s in the sensor suite of robot i. While this
paper chooses an exponential decay model to capture the
sensor performance characteristics, any other continuously
differentiable degradation function can be utilized instead.

In ensemble form, the measurements of all the targets by
robot i can be written as yi,t = Hi,tzt + νi,t, ∀i ∈ R,
where Hi,t = IM⊗Hij,t, and νi,t = [νi1,t; . . . ;νiM,t]. Here
IM denotes the identity matrix of size M . The measurement
equation for the team can be written as:

yt = Htzt + νt, (8)

where yt = [y1,t;y2,t; . . . ;yN,t], Ht =
[H1,t;H2,t; . . . ;HN,t] and νt = [ν1,t;ν2,t; . . . ;νN,t].
The team-wise measurement noise can be written as
νt ∼ N (0,Rt) where Rt = R11,t ⊕R12,t ⊕ · · · ⊕RNM,t.
Thus, given a sensor matrix Γt and the available sensor
bank S, one can construct the corresponding robot output
matrix and hence the team output matrix. The following
example illustrates a potential configuration of sensors on
robots using the above defined terminology.

Example 1: Consider two robots r1 and r2 equipped with
three types of sensors (denoted s1, s2, s3) whose sensor
configuration matrix as well as linear measurement matrices



are given by:

h1 =
[
1 0

]
, h2 =

[
0 1

]
, h3 =

[
1 1

]
, (9)

Γ> =

(s1 s2 s3
r1 1 0 0
r2 1 1 1

)
. (10)

As seen, sensors s1 and s2 measure the x- and y- coordinates
of the targets, respectively, and sensor s3 returns a linear
combination of both values.

E. Target-induced Risk Model

As discussed in the introduction, each target can induce
failures within the robot team. Let φj : X → [0, 1] represent
the target risk field which models the probability of a robot
experiencing a sensing failure caused by target j ∈ T .
In particular, φj(xi,t) represents this failure probability for
robot i with state xi,t. In addition, we define the safety field
πj : X → R+ associated with φj(xi,t) as

πj(xi,t) = − log(φj(xi,t)). (11)

Note that, πj increases with a decrease in φj . Thus, the safety
field πj encodes the safety of a robot in the vicinity of target
j. Intuitively, it quantifies the ability of robot i to survive
failure from target j while residing at xi,t. Depending on the
context, we refer to this model as either the risk model or
the safety model. Furthermore, we assume that the functional
form of the target risk fields are known to the robot team
(see Section V for particular choices of these functions), and
that robots can detect the health of their own sensors [21].

IV. ADAPTIVE AND RISK-AWARE TARGET TRACKING

Given the measurements of the targets as well as the
risk model, this section first mathematically describes the
technique used to generate estimates of the target locations.
Subsequently, we introduce the safety-aware observability
Gramian (SOG) to explicity weigh the information provided
by measurements against the risk incurred while taking them.
We then formulate the optimization program for generating
the desired positions of the robots.

A. Generating Target Estimates

To address the target tracking problem, we employ a
Kalman filter to generate a sequence of optimal estimates
(at each time t) of the states of all targets ẑt along with the
covariance matrix Pt, which signifies the confidence in the
generated estimate. Typically, the Kalman filter operations
consist of prediction and update steps. In the prediction step,
we have,

ẑt,− = Aẑt−1, Pt,− = APt−1A
> + Q, (12)

where ẑt,− and Pt,− are (a priori) estimated states of
all the targets and the corresponding (a priori) covariance
matrix at the next step, respectively; ẑt−1 and Pt−1 are the
estimated states of the targets and the team-wise covariance
matrix at the previous time step, respectively; and Q is the
process noise covariance, defined after (3). Once the robots’

measurements yt (defined in (8)) are available, we have the
Kalman filter update step as,

ẑt = ẑt,− + Ktỹt, Pt = (I−KtHt)Pt,−, (13)

where ẑt and Pt are the (a posteriori) estimated states
of the targets and the (a posteriori) team-wise covariance
matrix at the next step; ỹt := yt −Htẑt,− is measurement
pre-fit residual; Kt := Pt,−Ht

>(HtPt,−Ht
> + Rt)

−1 is
the Kalman gain with Rt denoting the measurement noise
covariance matrix, as described in (8). Notably, the team-
wise (a posteriori) covariance matrix Pt can be expressed
as Pt = P1,t ⊕ P2,t ⊕ . . . ⊕ PM,t with Pj,t denoting the
(a posteriori) covariance matrix corresponding to all robots’
joint estimate of target j ∈ T at time t.

B. Imparting Risk-aware Behaviors

The trade-off between risk and measurement quality is
made non-trivial by the fact that sensors from different
agents might be required to ensure that the target system is
observable, and thus, certain robots might be more “valuable”
to the team than others. This notion is formally described
by the observability Gramian [22], which, for the multi-
robot team tracking the targets (at time t) is defined as:
Ot ,

∑To−1
k=0 (A>)kH>t Ht(A)k, where To ≥ 0 is a suitably

chosen time horizon. In this computation, we make the
simplifying assumption that the sensor matrix Ht remains
constant over the time horizon To. As will be demonstrated in
Section IV-D, this assumption allows the robots to effectively
track the targets while also accounting for sensor failures as
they happen.

The positive definiteness of Ot is a necessary and suffi-
cient condition for the observability of a deterministic linear
system [22], which guarantees that the initial state of the
system can be reconstructed from subsequent measurements
and knowledge of the control inputs of the observed system.
In particular, it should be noted that a measure of the
observability Gramian (such as the trace) can serve as a
proxy for the ease of estimating the states of the observed
system from future measurements e.g., [9], [23] .

In our scenario, proximity between the robots and the
targets will prove detrimental to the ability of the robots to
sense the targets in the future, due to the increasing risk of
target-induced sensor failures. To encode this objective, our
paper introduces a novel weighted observability Gramian,
expressed as:

OΠ,t ,
To−1∑
k=0

(A>)kH>t ΠtHt(A)k, (14)

where Πt is a positive definite matrix quantifying the inverse
of the risk (of sensor failures) corresponding to the different
robots. As the risk model described in Section III-E is purely
dependent on the states of the targets and the robots, we can
define Πt as,

Πt = ⊕Ni=1

(
⊕Mj=1 I |γi,t| ⊗ πj(xi,t)

)
(15)



where πj(xi,t) is the safety field with respect to robot i
and target j, as defined in (11), and the operators ⊕ and ⊗
are defined in Section III-A. Note that, the block diagonal
matrices I |γi,t|⊗πj(xi,t) which compose the matrix Πt rep-
resent the inverse risk associated with the proximity between
target j and robot i. In other words, larger the diagonal
entries of OΠ,t, larger is the ability of the robot team to
obtain the targets’ state measurements while surviving sensor
failures. Thus, we refer to the matrix OΠ,t—composed by
modifying the observability Gramian Ot—as the safety-
aware observability Gramian (SOG) matrix. The following
example illustrates the ability of the SOG to quantify risk in
this setting.

Example 2: Consider two robots r1 and r2 equipped with
the sensor configuration defined in Example 1. As seen, robot
r2 is equipped with more sensors than robot r1, and ensures
that the overall tracking system is observable (which requires
obtaining both the x- and y- coordinates of the target). The
target risk field is chosen as a Gaussian function centered on
the target (we omit the details for brevity). With the target
placed at [2; 2], we consider two different configurations of
the robots relative to the target and evaluate the trace of the
inverse SOG matrix for these two scenarios: Case 1: x1 =
[1; 1],x2 = [0; 0],Case 2: x1 = [0; 0],x2 = [1; 1]. As
expected, Tr(O−1Π,t) was greater in case 2 (0.40) than in
case 1 (0.37). This is primarily because case 2 presents a
“riskier” configuration where the robot contributing more
towards the tracking performance (robot 2) is placed closer
to the target, thus effectively reducing the future tracking
quality of the system. This demonstrates the ability of the
SOG matrix to quantify the risk-weighted tracking quality of
the heterogeneous sensor system.
In the optimization problem described in Section IV, we
bound the trace of O−1Π,t from above to bound the failure
risk of the robot team.

C. Sensing Margin

We explicitly trade-off between tracking quality maxi-
mization and risk-awareness based on a quantification of the
abundance and diversity of sensors available in the team.
Consider the linear system defined by the dynamics in (3)
and sensing model in (8). From linear system theory [22],
we know that the pair (A,Ht) is observable if and only if
O =

[
Ht;HtA;HtA

2; · · · ;HtA
ϕ−1] has rank ϕ, where

ϕ = Mp. Furthermore, the eigenvalues of the matrix O>O
also provide information regarding how close the system is
to becoming unobservable, which enables system designers
to compare candidate observable systems [23]. Inspired by
the conditioning numbers introduced in [9], we define the
sensor margin ηt at time t as the maximum eigenvalue of
O>O if the overall system is observable:

ηt =

{
λmax(O>O), if λmin(O>O) 6= 0,

0, otherwise.
(16)

As discussed above, larger the maximum eigenvalue of
O>O, the farther the system is from being unobservable
owing to both the diversity and abundance of available

sensors. This definition of the sensor margin ηt will be
leveraged in the optimization program defined in the next
section.

D. Optimization Problem

We propose solving the following optimization program
to obtain the states of the robots for target tracking. As seen
from (17a), the primary objective of the optimization prob-
lem is to minimize slack variables δ1 and δ2 which represent
the suboptimality in the tracking performance as well as the
risk mitigation, respectively. As we explain in the following,
this ensures that the dual intent of tracking performance
maximization and sensor preservation are satisfied. Note that,
for clarity of notation, the subscript for time dependence has
been omitted for this subsection.

Adaptive and Risk-Aware Target Tracking (17)

minimize
x,δ1,δ2

q1η‖δ1‖1 + q2
1

1 + η
δ22 , (17a)

s.t. ‖xi − x̄i‖ ≤ dm, ∀i ∈ R, (17b)
‖xi − xj‖ ≥ dn, ∀i 6= j, ∀i, j ∈ R, (17c)
Tr(Pj) ≤ ρ1,j + δ1,j , δ1,j ≥ 0, j ∈ T , (17d)

Tr(OΠ
−1) ≤ ρ2 + δ2, δ2 ≥ 0, (17e)

where x̄i is robot i’s state at the current time step t, x :=
[x>1 ;x

>
2 ; · · · ;x>N ] is the optimization variable representing

the ensemble state of all robots at the next time step t+1, dm
is the maximum distance each robot i can move between two
consecutive time steps, and dn is the minimum inter-robot
distance for safety. Furthermore, ρ1 = [ρ1,1;ρ1,2; · · · ;ρ1,M ]
and ρ2 denote the user-defined upper bounds on the tracking
error (encoded by P) and team-level risk (encoded by O−1Π ),
respectively (see problem description in Section III-B).

The pertinent aspects of the above described formulation
are encoded in constraints (17d) and (17e) as well as the ob-
jective (17a). Equation 17d nominally aims to bound the trace
of the posterior covariance matrix Pj (13) for each target j
by a constant ρ1,j . However, sensor failures might imply
that meeting this performance criteria is not longer possible.
To this end, the slack variable δ1 := [δ1,1; δ1,2; · · · ; δ1,M ]
imparts a “bend but not break” behavior to the framework
ensuring that it adapts to the current operating conditions.
Similarly, the risk of sensor failures is captured by the inverse
SOG O−1Π and it is upper bounded by the sum of ρ2 and
the slack variable δ2, denoting adjustments to the prescribed
safety margins (17e).

We now describe the intuition behind the minimized
expression in (17a). Generally speaking, with fewer hetero-
geneous sensors (i.e., a lower η), the robot team should lower
its expectations on the tracking performance by choosing a
larger ‖δ1‖1 (in (17d)) and prioritize safety by choosing a
smaller δ2 (in (17e)). Conversely, with more heterogeneous
sensors, the robots should aim to achieve a higher tracking
quality by choosing a smaller ‖δ1‖1 and can be more risk-
seeking by choosing a larger δ2. The cost function (17a)
reflects this relationship by penalizing the slack terms based



on the sensing margin η (along with scaling factors q1
and q2). This allows the framework to adaptively prioritize
risk-awareness and performance maximization based on the
sensing margin η.

Equation 17b limits the distance that each robot can travel
between two consecutive steps. Equation 17c guarantees that
the generated solutions maintain a minimum safety distance
between the robots. It should be noted that P is computed
directly using the update equation (13) and OΠ is computed
using the estimated state of the targets ẑ computed in (14).
It should be noted that, the complete failure of a robot in
the team can be modeled by solving the same optimization
problem but with a different set of parameters (number of
robots, sensor configuration, etc).

E. Computational Aspects

The optimization problem (17) can be solved at each
time t ∈ N based on the updated estimates of the target
states. Algorithm 1 illustrates the operations of the target
tracking framework. Step 3 uses the Kalman filter to gen-
erate estimates of the target positions. Using this estimate,
Step 4 generates new positions for the robots according the
tradeoffs between tracking performance maximization and
risk-awareness. In Section V, we use a simple proportional-
integral controller to drive the robots towards these desired
positions. Following this, the robots evaluate which of their
sensors have failed due to proximity with the targets, and
update the sensing margin in Step 7. In particular, we
solve the non-linear non-convex optimization problem given
in (17) using SNOPT [24] via pydrake [25]. This entails a
trade-off between solve time and the resulting sub-optimality
of the generated solutions. We warm-start the solver with the
solution from the previous iteration in order to improve the
quality of generated solutions as well as reduce solve time.

Algorithm 1 Adaptive and Risk-Aware Target Tracking
Target and Team Specs: N,M,φj , wl, λl,Γ0,H0

Parameters: ρ1, ρ2, q1, q2, dm, dn
1: Initialize: t = 0
2: while true do
3: Update target position estimate ẑt . (13)
4: Execute the adaptive risk-aware controller . (17)
5: Drive the robots towards the desired configuration
6: Compile sensor failures and update Γt
7: Update sensing margin ηt . (16)
8: t = t+ 1
9: end while

V. EXPERIMENTAL EVALUATION

In this section, we present a series of real as well as
simulated experiments which demonstrate the ability of the
proposed framework to track multiple targets in an adaptive
and risk-aware manner. The target risk field φj corresponding
to the target j ∈ T is modeled to increase with proximity
(e.g., to model failure risk from fires, nuclear hazards, etc)

and is described by a Gaussian function centered around the
target,

φj(x) =
cj

2π|Σj |
exp

(
−1

2
(x− zj)

>Σj(x− zj)

)
, (18)

where cj determines the peak value of the field for target j,
and Σj determines the variance.

We consider three Dragonfly 230 quadrotors [26]
equipped with three different types of sensors, whose reduced
measurement matrices are given by (9). The quadrotors use
on-board visual-inertial odometry to localize themselves and
communicate their positions to the central computer. In this
experiment, the central computer synthesizes noisy measure-
ments of the targets as well as simulates the sensor failures
based on the distance between the target (a Scarab ground
robot [27]) and the quadrotors. The waypoints generated
by solving the optimization program (computed in a 2D
plane with a fixed elevation) are transmitted from the central
computer to the quadrotors via ROS.

The sensor matrix of the robots at deployment time is
specified as Γ0 = 13×3. The target risk field parameters
are chosen as c1 = 0.4 and Σ1 = Diag([2.0, 2.0]). Sensor
failures on the robots are simulated by flipping a biased coin
proportional to the magnitude of the target risk field at the
robot’s location. While the true state of the target zt is used
to simulate the failures, the robots compute OΠ using the
estimated state of the targets ẑt as they do not have access
to the true target states.

The sensor parameters are chosen as ws = 1.80, λs =
0.1,∀s ∈ {1, 2, 3}, and the target dynamics are set to
A1 = Diag([1, 1]),B1 = Diag([1, 1]). Unknown target
dynamics can also be identified using measurements via
online system identification techniques [28]. For the param-
eters (dm = 20.0, dn = 0.9,ρ1 = [0.001, 0.001], ρ2 =
0.08, q1 = 20, q2 = 100), Fig. 3a illustrates the motion
trails of the robots (black dots) relative to the true target
positions (red squares) and the estimated target positions
(blue translucent squares) as the simulation progresses. As
seen, the robots approach the targets while accounting for
the risk of detection and failures (depicted by the shaded
purple regions). We now compare the performance of our
controller with and without the risk aware piece. The latter
behavior is simulated by removing the constraint (17e) as
well as the second term in (17a). In this scenario, the robots
drive close to the targets in an attempt to obtain accurate
estimates of the target positions (see Fig. 3b). Figure 4
compares the tracking performance and sensor margin over
the course of the experiment, and indicates the times at which
the sensor failures occurred. As seen, without accounting for
the detrimental effects of future failures, the robots drive
very close to the targets, consequently experiencing a much
larger rate of sensor failures, which ultimately renders the
target tracking system unobservable (hence ending the ex-
periment early). The average mean-squared target estimation
errors corresponding to the risk-aware and non-risk-aware
experiments was 1.08 and 1.90, respectively, demonstrating
the ability of our risk-aware adaptive controller to preserve



(a) (b)

Fig. 3. Heterogeneous target tracking experiment: Motion trails of the
quadrotors (black dots), mobile ground target (red square), and estimated
target location (blue translucent square). The target risk field is illustrated
by the shaded region around the target. (a) illustrates how the risk-aware
constraint (17e) enables the robots to trade-off between current and future
tracking performance by maintaining a distance from the target. This can
be contrasted with the behavior in (b) where the risk-aware constraint has
been removed.

sensors and continue operating for a longer period of time
with a lower overall tracking error.
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Fig. 4. Comparison of total tracking error with and without the risk aware
controller encoded in constraint (17e). In the case where future performance
is not accounted for, the larger number of sensor failures dramatically
increases the tracking error of the robots (see (a)). This corresponds to a
decreasing sensor margin as seen in (b) and a mean-squared tracking error
of 1.90. In contrast, the proposed risk-aware adaptive controller enables the
multi-robot team to track the targets for a longer time horizon, and maintains
a larger sensing margin η over the simulation time horizon, keeping the
mean-squared tracking error at 1.08.

For the second set of experiments, we consider a team of 4
simulated robots tracking 2 targets. The robots are equipped
with the same types of sensors described in (9). The robots
are simulated as ground robots operating in R2, with single
integrator dynamics: ẋ = u, where x denotes the positions
of the robots. We assign the following sensor matrix for the
team at deployment time: γ1 = [1, 2, 3],γ2 = [1, 2, 3],γ3 =
[3],γ4 = [1, 2]. For the parameters (dm = 0.33, dn =
2.0, cj = 3,Σj = Diag([4.0, 4.0]), j ∈ {1, 2},ρ1 =
[0.45, 0.45], ρ2 = 0.1, q1 = 1, q2 = 600), Fig. 5 compares
the performance of the algorithm with and without the risk-
aware constraint (17e). In particular, we present the averaged
results over 10 simulation runs to demonstrate the consistent
performance of the developed framework. As seen, not only
does the proposed framework ensure the longer operability
of the robot team, the variance in the tracking performance
is also lower when compared to the case with no risk-
awareness. The average solve time for the optimization

program was 0.03 seconds for the 3 robots, 1 targets case,
and 0.6 seconds for the 4 robot, 2 targets case.

(a) (b)

Fig. 5. Performance of the proposed controller in the face of target-induced
failures (4 robots, 2 targets). Similar to Fig. 4, the addition of the risk-
aware component allows a balance between performance maximization and
the quality of future measurements—allowing for better performance over
a longer time horizon. The solid lines denote the mean values (over 10
simulation runs), and the shaded region depicts the ±1 standard deviation.
Note that, in (a), the variance over the simulation runs is lower in the case
of the risk-aware controller.

Fig. 6 compares the team-wide tracking error Tr(P)
and the risk metric Tr(O−1Π ) for varying sensor margin
values. From Fig. 6, it is interesting to observe that the
system prioritizes performance over safety when the measure
of observability of the tracking system is high, and vice
versa. Note that, to illustrate this point, the sensor margin
η was not computed using (16) but was directly specified
to the optimization program which then generated the robot
configurations accordingly.
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Fig. 6. The automatic trade-off between performance and risk-aversion
within the proposed control framework as a function of the sensor margin
of the team η. Thanks to the cost functions in (17), the optimization-based
controller inherently prioritizes performance for high sensor margins, and
prioritizes safety as the sensor margin decreases.

In order to compare the proposed controller against canon-
ical safety-aware control techniques used in the literature
(see Section II), we implemented an artificial potential-field
(APF) based control algorithm which follows the targets
while also maintaining a safe distance from them. The robots
are modeled using double-integrator dynamics (ẍ = u).
In particular, a scaled version of (18) is considered as the
repulsive APF, and quadratic Euclidean distance-based model
is chosen as the attractive APF, similar to [12].

For 2 targets and 3 robots starting in the same configura-
tion, Fig. 7 compares the performance of the two approaches



over 10 simulation runs. Note that, the tracking accuracy
performance of both methods is identical in the beginning
of the simulation, when no sensing failures have occurred.
The differences arise as sensor failures start to occur—since
the potential field method is not adaptive, the robots simply
continue to maintain the same distance from the targets and
experience constant sensor failures. On the other hand, the
developed framework adapts to the decreasing sensor margin,
by placing different agents at different distances from the
targets. This enables the robot team to operate for much
longer.

(a) (b)

Fig. 7. Comparison of proposed framework with an APF-based baseline
controller designed to track targets while maintaining a safe distance from
them (3 robots, 2 targets). The proposed risk-aware controller actively reacts
to ongoing failures, and hence allows the robot team to remain operational
for a much longer period of time.

VI. CONCLUSION

We present a framework which explicitly trades off be-
tween risk and tracking performance while exploiting hetero-
geneity in the sensors within the robot team. A systematic
way to reason about this heterogeneity is provided, which
enables the optimization of the current and future tracking
performance of the team. While the experiments in the paper
used specific examples of heterogeneity and risk models, our
framework is general and can be utilized with more complex
models as well. Real robot experiments demonstrate ability
of this framework to extend the operating lifespan of a target
tracking system of robots in hazardous conditions.
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